LEARNING MODULE

o

Integration

An integral adds up a rate. Read as the area under a density, it says how often a -5% day

should happen; 0050 says otherwise.

VOLUME | - Calculus for Finance BUILDS ON LM1 - LM2 - LM3 LEADS TO LM14 - LM15 - LM17 - LM18

TIME = 2.5h+lab

LEARNING OUTCOMES

Mastery

After this module you should be able to:

U

O 0O o o 4

U

1 interpret a definite integral as accumulated change and as signed area, and
approximate it with left, right and midpoint Riemann sums

2 evaluate definite integrals with the fundamental theorem of calculus, and
differentiate integrals whose limits depend on a variable

3 apply substitution and integration by parts to the integrals that recur in
finance, including the standardization of a normal probability

4 determine whether an improper integral converges, derive the Gaussian
integral, and explain how a heavy tail makes a variance or kurtosis infinite

5 calculate the present value and duration of a continuous cash-flow stream
under continuous discounting

6 calculate probabilities and expectations as integrals of a density, and compare
a normal model's tail probabilities with the observed frequencies of 0050's daily
returns

7 implement the trapezoidal and Simpson rules, state their error orders, and
verify them numerically and with scipy.integrate
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LEARNING MODULE OVERVIEW

e A definite integral adds up a rate and equals a signed area. Left and right Riemann sums err by
O(At), midpoint sums by O(At?): for a deposit rate rising from 1.5% toward 2%, four
quarterly left panels miss the accumulated rate by 5.85 bp, twelve monthly midpoints by 0.025
bp.

e The fundamental theorem of calculus, fab f = F(b) — F(a) for any F with F' = f, turns
accumulation into antidifferentiation. With & = ¢ it shows that at 0050's -5% threshold a 1%
error in volatility moves the tail probability by about 18%.

e Substitution reduces every normal probability to one function, Pr(R < k) = ®((k — p)/0).
Integration by parts integrates LM2's forward curve back into its yield curve and brackets the
normal tail between p(w)/w - (1 — 1/w?) and p(w)/w.

o ffooo e 2 dg = v/ 2m. A power tail z—*~! keeps only the moments of order below «a; with o ~ 3,
as reported for index returns, kurtosis is infinite, and 0050's sample excess kurtosis jumped
from 5.84 to 7.63 on 7 April 2025.

¢ A continuous stream CF(t) is worth fOT CF(t)e " dt; monthly payments are Riemann sums of
it. NT$30,000 a month for 20 years at a continuously compounded 2% is worth NT$5,929,295 in
arrears, NT$5,939,186 in advance and NT$5,934,239 as a stream, within NT$1 of mid-month
payment.

¢ A normal model fitted to 0050's 2,902 daily returns gives Pr(R < —5%) = ®(—4.1074) = 2.0 x
107°: 0.058 days in twelve years, one every 206 years. The data contain nine, 155 times as
many, and those days averaged —6.54% against the model's —-5.27%.

e If annual log growth is normal with mean ux and variance 0%, the growth factor has median
e#x and mean etx tox/2, exactly. For 0050 the median is 21.30% a year, its realized compound
growth, and the mean 23.58%.

e The normal density has no elementary antiderivative, so ® has no formula. Halving the step

divides the trapezoid rule's error by 4 and Simpson's by 16; on the —5% tail, 256 Simpson
panels reach a relative error of 1.2 x 10~% and adaptive quadrature a relative 7 x 10!,

n INTRODUCTION

An integral adds up a quantity that changes continuously: interest accruing under a moving rate, cash
arriving as a stream, probability spread along the return axis. Each is a rate multiplied by a small width
and summed, and each is the area under a curve. This module builds the integral from such sums,
evaluates it with the fundamental theorem of calculus, extends it to infinite intervals and computes it
numerically when no formula exists. One risk question runs through all of it.
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MOTIVATING cAse How often should a -5% day happen?

Take 0050's 2,902 daily total returns from 3 November 2014 to 8 October 2026. Their mean is
0.0871% and their standard deviation 1.2385%. A risk model that treats daily returns as normal
with these two numbers draws a bell curve. The probability of a day at or below —5% is the area
under that curve to the left of -5%.

That area is 2.0 x 10-°. Over 2,902 days the model expects 0.058 such days, or one every 206 years.

The data contain nine (Exhibit 1). Five of them fell between April 2024 and July 2026. On 7 April
2025 0050 closed down 10.000%, the exchange's daily limit; under the fitted model a day that bad
comes once in 2 x 10" years.

Was the area computed wrongly, is the model wrong, or was the market unlucky? The area has no
formula, because the bell curve has no elementary antiderivative. By Section 8 you will compute
it four ways, compare it with the data threshold by threshold, and see where the model's tail runs
out.

Exhibit 1: The nine days on which 0050 fell 5% or more, November 2014 - October 2026

Daily total Normal model: probability of Normal model: one such day
Date return z aday this bad every ...years
2018-10-11 -7.027% -5.744 4.6 x 107° 8.9 x 10°
2020-01-30 -5.681% —4.657 1.6 x 10~ 2,600
2020-03-19 -5.838% —4.784 8.6 x 1077 4,800
2022-10-11 -5.179%  —4.252 1.1 x 107° 390
2024-04-19 -5.064% —-4.160 1.6 x 107 260
2024-08-02 -5.054% —-4.151 1.7 x 107° 250
2024-08-05 -9.130%  —7.442 5.0 x 10714 8.3 x 1010
2025-04-07 -10.000% -8.145 1.9 x 10716 2.2 x 1013
2026-07-17 -5.874%  -4.813 7.4 %1077 5,500
Any day at or 9days -4.1074 2.0 x 107° 206 (0.058 days expected)
below -5% actual

Source: FinMind TaiwanStockPrice and TaiwanStockDividendResult , retrieved 10 October 2026; daily total
returns, adjusted for the 4-for-1 split of 18 June 2025, on the trading days common to 0050 and 00631L (LM3). These
merge 0050's five sessions of 256—-31 March 2026, when 00631L was halted for its split, into one return of -2.755%;
0050's own 2,906 days give the same counts in Exhibit 6 but move the band counts of Example 3 by one ortwo. The
model uses i = 0.0871% and the population standard deviation s = 1.2385%; z = (R — j1)/s, ®(z) and the return
period 1/ (A ®(z)) years, with the 2,902 days' A = 243.1, come from the unrounded return, 2 and s. Computations:
data/1mO5_numbers.py and LMO5_lab.ipynb .
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Sections 2 and 3 define the integral as a limit of sums and evaluate it with antiderivatives; Section 4

adds substitution and integration by parts. Section 5 extends integrals to infinite intervals and shows

how heavy tails make moments infinite. Section 6 values continuous cash flows, Section 7 resolves the

case with densities, and Sections 8 and 9 compute integrals numerically, by hand and in Python.

NoTE Notation in this module

u and h are further generic functions, x a generic coordinate, and a and b the ends of an interval
[a, b] (this module has no bets). A variable of integration (¢, z, u) has a meaning only inside its
integral. A density is also an f; ¢(z) = e‘zz/z/\/ 2m is the standard normal density, @ its

with density f, instantiated per example (the Pareto ratio R/k, the log growth In G), and Z a
standard normal one; X ~ N (u,0?) says that probabilities of X are areas under the normal
density with mean p and standard deviation o (LM14 defines random variables).

r is a continuously compounded rate per year, r(¢) the instantaneous rate at time ¢t and 7" a
horizon in years. i and s are the sample mean and population standard deviation of 0050's daily

indices, and k is a moment's order. Local symbols: the threshold x; the accumulation function
I(z); the sums Ly, Ry, My, Ty, Sn (left, right, midpoint, trapezoid, Simpson), distinct from the

w > 0; the cash-flow rate CF(t); the tail index a, power § and Student ¢ degrees of freedom v; the
mean px and variance o% of log growth.

returns; the counts are n = 2,902 returns and N panels of width At or Az, i and j are summation

As in LM3, f is a generic function (this module has no exposures) and F' an antiderivative, F’ = f;

distribution function, z a standardized value and Pr a probability. X is a generic random quantity

return R and the horizon T, and a panel's midpoint m; constants 7, (; the normal tail Q(w) beyond

n ACCUMULATION AND AREA

[ ] interpret a definite integral as accumulated change and as signed area, and
approximate it with left, right and midpoint Riemann sums

Rate times time, added up

A deposit earning a constant continuously compounded rate r for a time At accumulates r At of log
growth (LM1). If the rate moves during the year, no single product works. Split the year into short

pieces on which the rate is nearly constant, multiply each piece's rate by its length, and add. The finer

the split, the closer the sum comes to one number: the accumulated rate.

Draw the rate as a curve over the time axis. Each product is a thin rectangle, the sum is the area of a
staircase, and the limit is the area under the curve. Accumulation and area are one idea.
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DEFINITION Riemann sum and definite integral

For f defined on [a, b, choose a partitiona =ty < t; < --- < ty = bwith widths At; = ¢; — ¢;_1 and
a sample point &; € [t;_1,t;] in each piece. The Riemann sum is Zf\il f(&) At;. The function f is
integrable on [a, b] if these sums approach one number as the widest piece shrinks to zero,
whatever the sample points. That number is the definite integral

max; At;—0

b N
/ f(t)dt:= lim Z f(&) At;. (5.1)

Every continuous function on a closed interval is integrable. So is a bounded function with finitely
many jumps, such as a policy rate that changes on announcement dates (stated without proof; Stewart,
Clegg and Watson 2021). The letter ¢ is a dummy: f;’ f(t)dt = fab f(z) dz.

Where f is negative the products are negative, so the integral is a signed area: area above the axis
minus area below. A P&L rate that is positive in the morning and negative in the afternoon integrates to
the day's net P&L, not its gross. Three properties follow at once from the same properties of finite sums:

e Linearity: ff(nf +¢Ch)=n f; f+ §f; h for constants 7, C.

o Additivity: [ f = [ f + fzbo f for zy € [a,b; weset [ f:= — [V f.

e Monotonicity: if f < h on [a, b] then f;’ f< ff h; in particular fi,;, (b — a) < fab f < fumax(b — a) when
.fmin S f S fmax-

Left, right and midpoint sums

With N equal panels of width At = (b — a)/N and grid points t; = a + ¢ At, three choices of sample
point have names:

N-1 N N
Ly=AtY f(t), Rv=AtY f(t:), My=AtY f(ti—5).
=0 i=1 i=1

For an increasing f the left value of each panel is its minimum and the right value its maximum, so
Ly < fab f < Ry. The gap telescopes:

Ry — Ly = Atz [f(ti) - f(tifl)} = At [f(b) - f(a)].

So for a monotone function each one-sided sum lies within At |f(b) — f(a)| of the integral. The error is
O(At): halving the panel width halves the error bound. The midpoint sum does much better, with an
error of order At?; Section 8 shows why.

EXAMPLE 1
Accruing arising deposit rate
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A one-year floating-rate deposit is expected to pay the continuously compounded rate r(t) =
2.0% — 0.5% e~?, with t in years (an illustrative path, not a forecast). The rate starts at 1.5% and
approaches 2.0%. Approximate the accumulated rate fol r(t) dt with left, right and midpoint sums
for N = 4,12 and 365, and value NT$1,000,000 deposited for the year.

SOLUTION

For N = 4, At = 0.25 and the rate at t = 0, 0.25,0.5,0.75, 1 is 1.50000%, 1.69673%, 1.81606%,
1.88843% and 1.93233%. The left sum is 0.25 x (1.50000 + 1.69673 + 1.81606 + 1.88843)% =
1.7253%; the right sum drops the first rate and adds the last, giving 1.8334%. The exact value,
1.7838%, comes from Section 3 in one line. Exhibit 2 draws both staircases.

Panels N Left Ly Right Ry Midpoint My
4 1.7253% (-5.85 bp) 1.8334% (+4.96 bp) 1.7861% (+0.224 bp)

12 1.7653% (-1.85 bp) 1.8013% (+1.75 bp) 1.7841% (+0.0250 bp)

365 1.7832% (-0.0593 bp) 1.7844% (+0.0592 bp) 1.7838% (+0.00003 bp)

Errors, sum minus exact value, computed before rounding, are in brackets. Moving from 4 to 12
panels makes At three times smaller: the one-sided errors shrink about threefold, as O(At)
predicts, and the midpoint error about ninefold, as O(At?) predicts. At N = 4 both one-sided
errors respect the bound At [r(1) — r(0)] = 0.25 x 0.43233% = 10.8 bp.

In money: the exact accumulation factor is e?0178383 — 1.017998, so NT$1,000,000 grows to
NT$1,017,998. The quarterly left sum predicts NT$1,017,403, NT$596 short (computed before
rounding), and the quarterly midpoint sum NT$1,018,021. Daily accrual, N = 365, is itself a
Riemann sum, and its left-sum error is under 0.06 bp.
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Exhibit 2: A rising deposit rate and its Riemann sums with four panels

— Rate pathr(t) =2.0% - 0.5% e~ (-2t) — Left sum, 4 panels (area 1.7253%)
=== Right sum, 4 panels (area 1.8334%)

Continuously compounded rate r(t), % a year

1.0%

0.5%

0.0%
0.00 0.20 0.40 0.60 0.80 1.00

Time t (years)

Note: the area under the solid curve is the accumulated rate, 1.7838%. The shaded staircase is the left sum, 1.7253%,
which lies below the curve because the rate rises; the dashed staircase is the right sum, 1.8334%.

PITFALL Rates peryear, timein days

An integral of a rate is only meaningful when ¢ is measured in the unit of the rate's denominator.
A 2% annual rate held for 30 calendar days accrues 0.02 x 30/365 = 0.164% of log growth, not
0.02 x 30. Convert the time axis, not the answer, and decide whether a year means 365 calendar
days or A = 243.1 trading days, as in the case's sample (LM1).

\ameE T&E

HRFUFEMERRE | FIRFUPERIFE > UXBERUEFHEESIIHER - X

M ; VEERERNERMEERS > SR THAREE o LinkiE G iR AYR
ZBMRE At BUIELE > PREALEVERER At® BUIELL » FRUPREERIRG S - SR1THY TEH
5tR1 mNERE—E At = 1/365 IEREF o
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KNOWLEDGE CHECK 1

A rate path falls steadily (monotonically) from 2.0% to 1.5% over one year. Does the left sum Ly
overestimate or underestimate fol r(t) dt? Bound its error using only the two endpoint rates.

ANSWER

For a decreasing function each panel's left value is its maximum, so L, overestimates and R,
underestimates. The telescoping argument gives |Ls — fol r| < At|r(1) —r(0)| = 0.25 x
0.5% = 12.5 bp.

n THE FUNDAMENTAL THEOREM OF CALCULUS

[ ] evaluate definite integrals with the fundamental theorem of calculus, and
differentiate integrals whose limits depend on a variable

Riemann sums define the integral but are a slow way to compute it. The fundamental theorem of
calculus connects integrals with the derivatives of LM2: accumulating a rate and differentiating an
accumulated amount undo each other.

Define the accumulation function I(z) := [ f(t) dt. Increase = by a small Az: I gains a thin strip of
width Az whose height is close to f(z), so I(z + Axz) — I(z) ~ f(z) Az. The rate at which accumulated
area grows is the height of the curve.

THEOREM Fundamental theorem of calculus

Let f be continuous on |a, b|.

1. The accumulation function I(z) := [ f(¢) dt is differentiable on (a, b), with I'(z) = f(z).

2.If F is any function with F' = f on [a, b], an antiderivative of f, then

b
/ f(t)dt = F(b) — F(a) =: [F(t)] . (5.2)

Proof. (1) For Az > 0let fmin, and fiuax be the minimum and maximum of f on [z, z + Az|. Additivity and
monotonicity give fuin Az < I(z + Az) — I(2) < fmax Az; divide by Az. As Az — 0, continuity
squeezes fui, and fy.. to f(z), so the difference quotient tends to f(z); the case Az < 0 is symmetric.

(2) By part 1, I — F has zero derivative on (a, b), so it is constant there by the mean value theorem
(LM2), and by continuity on [a, b]. Since I(a) = 0, I(z) = F(z) — F(a), and z = b gives (5.2). B

Part 2 is the computing tool: find any antiderivative and subtract. Two antiderivatives differ by a
constant, which cancels. The family of all antiderivatives is the indefinite integral, written [ f(¢) dt =
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F(t) 4+ C. Every derivative rule of LM2 read backwards is an antiderivative; Exhibit 3 lists the ones this
book uses.

Exhibit 3: Antiderivatives used in this book

f(z) Antiderivative F(z) Condition = Where used

zP P /(B+1) B#—1 moments, power tails (Section 5)
1/z In|z| T#0 divergence of [ dx/x

e "t —e "t/ r#0 discounting, annuities (Section 6)
re ¥/ /2 — normal tail means (Sections 4, 7)

te Tt —(L+rt)e "t /r? r#0 duration (Sections 4, 6)

e /2 none in elementary functions — normal probabilities (Sections 7, 8)

Note: differentiate the second column to check each row. The last row is a theorem of Liouville; Rosenlicht (1972) gives
an accessible proof.

Accumulation with a moving rate
The theorem finishes Example 1 exactly. An antiderivative of 2.0% — 0.5% e~ is 2.0% ¢ + 0.25% e~ %, so
Jo v(t) dt = 2.0% + 0.25% (e % — 1) = 1.783834%.

More generally, money compounding at a moving rate satisfies W'(t) = r(t) W (¢): it grows at the rate
r(¢) per unit of wealth. By the chain rule (In W)’ = W'/W = r(t), so In W is an antiderivative of 7, and
(5.2) gives

W(T) = W (0) exp ( /0 Tr(t) at),  P(T)=exp (- /O Tr(t) dt). (5.3)

P(T) is the discount factor for time T'. With a constant rate, (5.3) is the e"? of LM1; with a moving rate,
the integral replaces rT'. The average rate y(T') := 7 fo t) dt is the continuously compounded zero
yield, and r(7) is the forward rate of LM2, as Sectlon 4 conﬁrms.

Limits that move

Part 1 combined with the chain rule differentiates integrals whose limits depend on a variable. If 4 and
h are differentiable and f is continuous on an interval containing their values,

d [ , ,
i, F0=FuE) )~ () W)

The case that matters most here is the normal distribution function ®(z f ©(t) dt, the area to the
left of z under the standard normal density. Section 5 shows that this area is finite. Writing ®(z) =
)+ fo t) dt and applying part 1 gives ®'(z) = ¢(z).
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EXAMPLE 2

How sensitive is a tail probability to volatility?

Under a normal model with mean p and standard deviation o, the probability of a day at or below
kis ®(z) with z = (k — u)/o; Section 4 derives this. For the case, Kk = —5%, u = i = 0.0871% and
o = s = 1.2385%; at full precision (Example 3) they give z = —4.1074386, where ¢(z) = 8.6578 x
10~° and ®(z) = 2.0004 x 10° (Section 7 computes ¢, Section 8 ®). Find the elasticity
(o/®)d®(z)/do, and compare its linear prediction for a 10% higher o with the exact change.

SOLUTION

The chain rule and & = ¢ give d®(z2)/do = ¢(z) dz/do with dz/do = —(k — p)/0* = —z/c. The
elasticity is therefore —z ¢(z)/®(z) = 4.1074386 x 4.328 = 17.78. A 1% error in o moves the tail
probability by about 18%.

For o 10% higher, 1.3624%, the linear prediction is +178%. Exactly, z becomes —4.1074386/1.1 =
—3.73404 and ®(z) = 9.422 x 10°°, 4.71 times the original: +371%. The linear rule ignores
compounding: an elasticity converts small percentage changes, and over a 10% move they
compound.

Even inlogs, 17.78 x In1.1 = 1.6946, a factor of 5.44, overshoots, because the elasticity falls to
14.83 at the new z. Under a normal model a 10% error in o is almost a factor-of-five error in the
probability of a -5% day.

PiITFALL The theorem needs continuity on the whole interval

Applied blindly, (5.2) gives [', z 2 dz = [—1/z] 171 = —2: anegative area for a positive function.
The integrand is unbounded at 0, so the integral is improper (Section 5); each half diverges, and
the integral does not exist. Check that f is continuous on the closed interval before subtracting
antiderivative values.

WRHEETE | RRREEEALEY

RN o BT o SRIRBRY I(2) ; B [ 89 > REHEANEE f(2) - FIAEER
ARPENMEERSEEST » ABRITE—EEHRIR f KRB F > 38 F(b) - F(a)
BUR] o RIEBEE > HEE W(T) = W) exp ([ r) » BABULT T - (AT
EHRRUNEERERE > ¢ — ¢ ; BUILATAR BRI BIEIEASE © 7 -5% 1P

18 > o 38 10% » HRRERIR 5 1Z o
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KNOWLEDGE CHECK 2

LM2 defined the instantaneous forward rate as — % In P(T'). Show that this definition agrees with
(5.3).

ANSWER

From (5.3), In P(T) = — fOT r(t) dt. By part 1 of the theorem, — 4 In P(T) = r(T): the forward
rate of LM2 is exactly the integrand of (5.3). A rate curve and its discount curve carry the
same information; differentiation and integration convert one into the other.

n TECHNIQUES: SUBSTITUTION AND INTEGRATION BY PARTS

[ ] apply substitution and integration by parts to the integrals that recur in
finance, including the standardization of a normal probability

Most antiderivatives in finance come from two rules, each a derivative rule of LM2 read backwards. The
chain rule becomes substitution; the product rule becomes integration by parts.

Substitution

If F' = £, the chain rule gives £ F(u(z)) = f(u(z)) u/(z). Integrating both sides with (5.2) gives the
rule.

REsULT Substitution rule

If u has a continuous derivative on [a, b] and f is continuous on an interval containing u(]a, b)),
then

b u(b)
[ 1) v@a= [ s (5.
a u(a)

In practice: name the inner function u, replace u'(z) dz by du, and move the limits with the variable.
The bookkeeping “du = u/(z) dz” is the chain rule.

Standardizing. The substitution that matters most here is linear. The normal density with mean p and
standard deviation o is f(z) = ¢ (=£). Withu = (¢ — p) /o we have du = dz /o, and (5.4) gives

/a'béﬁo(m;'u)dm = /((bl;/):‘f o(u) du = @(l)?T’u) _ (I,(a;#). (5.5)

a—p

Every normal probability is a difference of two values of one function, ®. The factor 1/¢ is not
decoration: stretching the horizontal axis by o must shrink the height by o, or the area would change.
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Letting a — —oo, which Section 5 justifies, gives Pr(R < k) = ®((k — p)/0).

EXAMPLE 3
The -5% question as one number

Under the case's normal model, express Pr(R < —5%) and Pr(—1% < R < 1%) through ®, and
compare the second with the data.

SOLUTION

For the tail, with 4 and s carried to full precision, z = (—0.05 — 0.000871205),/0.0123851406 =
—4.1074386, so Pr(R < —5%) = ®(—4.1074386): a -5% day is a “4.1-sigma” day for 0050. The
sample standard deviation with divisor n — 1, 1.23873%, gives z = —4.1067 and a probability 0.3%
higher, which changes none of the conclusions.

For the centre, the limits standardize to (—0.01 — 0.000871)/0.012385 = —0.878 and (0.01 —
0.000871),/0.012385 = 0.737. So Pr = ®(0.737) — ®(—0.878) = 0.769 — 0.190 = 0.579. In the data,
2,029 of the 2,902 days, 69.92%, fell in that band.

The normal model puts too little probability near zero as well as in the far tails. It compensates in
the shoulders: between —3% and -1% (—3% < R < —1%) it expects 533 days against 352 observed,
and between +1% and +3% (1% < R < 3%) it expects 642 against 434.

A non-linear substitution. With u = —22?/2 and du = —z dx,

/me"”2/2 de = — /e” du—=—e /2 ¢ C, SO /ZSO(Z) dz = —p(z) + C.

This identity gives the normal model's tail means in Section 7 and the polar-coordinates proof in
Section 5.

Integration by parts

The product rule (uh)’ = u'h + uh’, integrated with (5.2), trades one integral for another.

REsuULT Integration by parts

If u and h have continuous derivatives on [a, b], then

b b
/ u(z) W (z) dz = [u(z) h(z)]" — / o (2) h(z) dz. (5.6)

The trade pays when u becomes simpler on differentiation, such as a power of ¢, while ' is easy to
integrate, such as an exponential.
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Time-weighted discounting. Take u = tand b’ = e ", soh = —e " /r:

T T T . —rT
/ tefrt dt = [_ E efrt] + 1 / efrt dt = 1 (1 + TT) € .
0 r 0

0o T r2

The integrand weights each instant's discount factor by its date; Section 6 turns the integral into a
duration. The Deep Dive of LM3 used the same rule to derive the integral form of Taylor's remainder.

EXAMPLE 4

Integrating LM2's forward curve back into its yield curve

LM?2 differentiated the illustrative zero-yield curve y(T) = 2.0% — 0.8% e~ /% and obtained the
forward rate y(T') + T y/(T'). Written as a function of ¢, the forward curve is r(¢t) = 2.0% —

0.8% e '/3(1 — t/3). Integrate it from 0 to T, show that the result equals T y(T'), and compute the
discount factors for T' =1, 5 and 10.

SOLUTION

Split the integral: [ 7(t) dt = 2.0% T — 0.8% [ e */3dt + ©8% [Tt /33t The first integral is 3(1 —

e T/3). For the second, (5.6) with u = t and h = —3e %/ gives fOT te t3dt = —3T e T3 +9(1 —
7T/3)
e .

Collecting terms, —2.4% (1 — e /%) and +2.4% (1 — e~ T/3) cancel, leaving fOTr(t) dt =2.0%T —
0.8%T e T/3 =T y(T).

T Ji tet3dt i r(t)dt y(T) P(T)=e ™
1 0.401624 0.0142677 1.42677% 0.985834
5 4.466986 0.0924450 1.84890% 0.911699
10 7.608714 0.1971461 1.97146% 0.821071

The yields match LM2's table. Differentiating took LM2 one product rule; undoing it takes one
integration by parts. The yield is the average forward rate, as (5.3) says.

PITFALL Substituting without moving the limits or the factor 1/o

Drop the 1 /0 in (5.5) and the “probability” of the whole real line becomes ¢, 0.012 for 0050.
Substitute u = (z — p)/o but keep the old limit —0.05, and you compute ®(—0.05) = 0.48 instead
of ®(—4.107) = 2.0 x 10 °. In a definite integral the limits are values of the integration variable, so
they change with it.
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KNOWLEDGE CHECK 3

Show that under the normal model Pr(R > k) = ®((u — )/0), and evaluate it for k = +5% with
the case's parameters.

ANSWER

Pr(R > k) =1 — ®((k — p)/c). Because ¢ is symmetric, the area right of z equals the area left
of —z. Once Section 5 shows that the total area is 1, this gives 1 — ®(z) = &(—z). With z =
(0.05 — 0.000871)/0.012385 = 3.9668, Pr = &(—3.9668) = 3.64 x 10-5: 0.106 expected days,
against 6 in the data (Practice Problem 15).

n IMPROPER INTEGRALS AND THE GAUSSIAN INTEGRAL

[ ] determine whether an improper integral converges, derive the Gaussian
integral, and explain how a heavy tail makes a variance or kurtosis infinite

Tail probabilities, perpetuities and moments integrate over unbounded intervals. Definition (5.1) needs
a bounded interval and a bounded integrand, so we extend it with a limit.

DEFINITION Improperintegral

If f is integrable on [a, b] for every b > a, then [,° f(z) dz := limj o0 f: f(z) dz. The integral
converges if the limit exists and is finite, and diverges otherwise; ffoo f is defined in the same
way. If f is unbounded near q, then fab f = lim, g f:JrE f. A two-sided integral ffooo f converges if
ffoo f and f0°° f both converge, and its value is their sum.

Power functions are the benchmark.
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PROPOSITION Power test

floo 2P dz converges if and only if 8 > 1, and then equals 1/(3 — 1). fol &P dzx converges if and
onlyif 8 < 1.

Proof. For 8 # 1, flb zPdr = (b*? —1)/(1 — B), which tends to 1/(8 — 1) if 8 > 1 and to oo if 8 < 1. For
B = 1theintegral is Inb — oo. The second statement follows in the same way from fgl z Pdrase | 0.1

So 1/ is the dividing line: [ 2 ?dz = 1, but [ 2~ 'dz = oo, although both integrands go to zero.
Exponentials decay faster than any power. For r > 0, [;* e "dt = limj oo (1 — €7") /r = 1/r, the value of
a perpetuity paying 1 a year (Section 6).

PROPOSITION Comparison test

If0 < f(z) < h(z) forz > aand [~ h converges, then [ f converges. If [ f diverges, so does
[ .

The reason: I(b) = fab f never decreases as b grows and never exceeds faoo h. A non-decreasing bounded
function has a finite limit, a property of the real numbers that we state without proof.

The Gaussian integral

The bell curve e~* /2 has no elementary antiderivative, yet its total area is known exactly. It is finite:
(Jz] —1)2 > 0 gives 22/2 > |z| — 1/2, so e ="/2 < e1/2¢~I*| whose integral over each half-line converges.

THEOREM Gaussian integral

/ e @2 dz = /2. (5.7)

From Calculus to Kelly - LM5 Integration 15740



DEEP DIVE Proof of the Gaussian integral with polar coordinates optional - click to expand

Here z,y are Cartesian coordinates and p, § polar ones, a point's distance from the origin and its

angle. Let J, := ffb e~ 2dg; we need limy o0 Jp.

Step 1 (from a square to a double integral). J? = ( fi’b e/ 2d:c) ( ffb e v/ 2dy) =

/] f[fb,b]z e~ @ 1)/2 4z dy. A double integral is the limit of Riemann sums over small rectangles. For a
continuous function on a rectangle it equals either iterated integral (Fubini's theorem, stated
without proof; Stewart, Clegg and Watson 2021). Here the integrand factorizes as e ' 2ev'/2 50
the iterated integral is the product of the two one-dimensional integrals.

Step 2 (polar coordinates on a disc). The region between radii p and p + dp and angles § and 0 +
df is nearly a rectangle with sides dp and p df. Its area is therefore p dp df, with an error of order
dp? df that vanishes in the limit. The integrand depends on p only, through e*'/2. On the disc of
radius b, using the substitution u = —p?/2 of Section 4,

2 pb
// e_(ery)/zdacdy:/ / e_p/2pdpd0:27r[—e_p/2}g:27r(1—e_b/2).
22 y2<b? o Jo

Step 3 (squeeze). The disc of radius b lies inside the square [—b, b|?, which lies inside the disc of
radius bv/2. The integrand is positive, so

or(1—e /%) < J2 <2r(1—e%).

Both bounds tend to 2, so J, — +/27. The two half-line integrals converge by the comparison
above, so the two-sided integral equals limj_,» Jp; = v27. B

The factor p in the polar area element is what makes the problem solvable: p e *'/2 has an
elementary antiderivative, while e /2 does not.

Two consequences carry the rest of the module. First, p(z) = e*z2/2/\/ 27 has total area 1, so ®(o0) = 1;
by symmetry ®(0) = 1/2 and ®(—z) = 1 — ®(2). Second, by (5.5) every normal density ¢((z — p)/0) /o
has total area 1.

Moments of the normal. For every k the function |z|ke*22/ 4 is bounded, because exponentials beat

—2/4

powers. So |z|¥¢(2) is at most a constant times e , and every moment [ z*¢(z) dz converges by

comparison. Odd moments vanish by symmetry. For the second moment, (5.6) with u = z and b’/ =
z¢(z), so that h = —p(z) by Section 4, gives

[ o= [-z0@) "+ [ p@az=0+1-1

So ¢ has mean 0 and variance 1. By (5.5), the density ¢((z — p)/0) /o has mean p and variance ¢, which
is why fitting a normal means matching the sample mean and standard deviation.
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Tails that make moments infinite

The normal tail falls like e *"/ 2, faster than any power, so every moment is finite. A density whose tail
falls only like a power behaves differently. The Pareto density with tail index a > 0,

f(x)=az*"' forz>1 (and 0 below 1),

integrates to 1 by the power test. Its k-th momentis [, 2" az ™ 'dz = a [ z*"* 'dz, which by the
power test converges if and only if k¥ < a, with value a/(a — k). By comparison, any density whose tail
behaves like a constant times z-*~! obeys the same rule. The Student-t density with v degrees of
freedom, proportional to (1 4 z2/v)~(*+1)/2 has tails like |z|~**1), so its moments exist only below
order v.

Exhibit 4: Tails and moments: which integrals converge

Tail falls
Density, uptoaconstant like Mean Variance Kurtosis
Normal, e~'/2 e~ /2 finite finite finite (3)
Laplace, e~ I7! eIl finite finite finite (6)
Student-t,v =5 || 6 finite finite finite (9)
Student-t, v = 3 ||~ finite finite infinite
Pareto, a« = 3 z finite finite infinite
Pareto, o = 1.5 x 25 finite infinite does not exist (infinite

variance)

Cauchy (Student-t,v =  |z|72 does not does not does not exist
1) exist exist

Note: kurtosisis E[(X — p)%]/o*; the finite values are stated without proof (NIST/SEMATECH,; for the Student-t, 3 +
6/(v — 4) when v > 4). Amoment of order k exists exactly when [ |z|* f(z) dz converges.

Exhibit 4 lists which moments converge, and empirical work places market returns in its middle rows.
Mandelbrot (1963) modelled cotton price changes with stable distributions, whose variance is infinite;
Cont (2001) instead puts the tail index of most return series between 2 and 5. Gopikrishnan et al. (1999)
estimate a ~ 3 for index returns, and Gabaix et al. (2003) propose a mechanism. With a ~ 3 the
variance is finite, the fourth moment is infinite and the third sits on the borderline.

EXAMPLE 5
Moments of a cubic power tail

Suppose that on days at or below a threshold « < 0 the ratio X = R/k follows a Pareto law with
a = 3: density 3z for z > 1. Here a = 3 is an illustrative assumption taken from the studies
above.
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Compute E[X], E[X?] and the variance. Show that E[X?] and E[X*] are infinite through their
integrals up to b = 10, 100 and 1,000. Then compare the implied mean return beyond x = —3%
with 0050's data and with the normal model.

SOLUTION

E[X] =3/(3—1)=15,E[X?] = 3/(3—2) = 3and Var(X) = 3 — 1.52 = 0.75.

For k = 3, ff z® - 3z *dz = 31nb: 6.908, 13.816 and 20.723 for b = 10, 100 and 1,000. The integral
diverges, slowly. For k = 4, flb 3dx = 3(b—1): 27,297 and 2,997. It diverges fast.

The model's mean return on days beyond « is 1.5k, or —4.50% for kK = —3%. On 0050 the 37 days at
or below —3% averaged —4.42%, while the normal model's value from (5.11) in Section 7 is —3.40%.
At this threshold the power tail describes the data far better than the normal.

At k = —5% the Pareto value, -7.50%, is deeper than the data's —6.54%. Nine days are a small

sample, and the daily price limit caps moves at 10%. The Taiwan Stock Exchange raised that limit
from 7% to 10% on 1 June 2015.

PITFALL A sample kurtosis that never settles

0050's sample excess kurtosis over the 2,902 days is 8.12. Without the single day of 7 April 2025 it is
7.05; without the four largest moves, two down and two up, it is 3.85. On the eve of 7 April 2025 the
estimate stood at 5.84, and that one day lifted it to 7.63.

The ten largest of the 2,902 terms supply 62.8% of > (R — j1)* but only 14.1% of >_(R — 1)2. If the
tail index is near 3, the population fourth moment is a divergent integral and no sample is long
enough for its estimate to settle. Quote a kurtosis together with its sample period, and prefer tail
measures that need fewer moments (LM15, LM37).

RRD | REREBEFTFFE

D BRI EEERRIBRRES » BREEMAARA K - HIEHNEEZER
B [P Pde REEL > 1 BAR » MIERRERASLEMERSER - BESRNED
Be /2 FIUSHBEREE , REER Gz o | BEUERER (BER) ' MAAER o
BEAYENETFTE o XEAMEETISEIRMMY o ~ 3 | BRBUFE > IUREHE (188) AEBEKX 1§
AU BEF L GEIBE R TR © 0050 H2 2025/4/7 —K » FhiBiEAHBEAIZAEYE 5.84 BKE
7.63°
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KNOWLEDGE CHECK 4

A Student-t density with v = 3 is symmetric about 0. Which of its mean, variance, third moment
and kurtosis exist? Is its third moment zero by symmetry?

ANSWER

Moments exist below order 3, so the mean (0) and the variance exist and the kurtosis is
infinite. The third moment does not exist: [|z|3f(z) dz diverges like [ dz/z. That

fj'b 23 f(x) dz = 0 for every b does not help. The two half-line integrals are +0o0 and —oo, and a
two-sided integral exists only if both halves converge.

n CONTINUOUS DISCOUNTING AND CONTINUOUS CASH FLOWS

[ ] calculate the present value and duration of a continuous cash-flow stream
under continuous discounting

Section 3's accumulation formula has a mirror image: discounting a stream of cash flows. Discrete
payments form geometric series, which LM6 sums. Here payments arrive continuously, or so often that
a continuous stream is the simpler model.

A stream pays at the rate CF(¢) NT$ per year. Over a short interval [¢, ¢ + At] it pays about CF(t) At,
worth CF(t) Ate " today at a continuously compounded rate . Summing over a partition of [0, T'] gives
a Riemann sum, and in the limit

T T
PV = / CF(t)e "dt, FV= / CF(t) e’ T D dt = T PV. (5.8)
0 0

With a moving rate, replace e " by the discount factor P(t) of (5.3).
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Exhibit 5: Present values of continuous streams discounted at the continuously compounded

rater

Stream CF(¢) on [0, T'] Present value Condition

lump sum of 1 paid at T’ e T —

level, CFy per year CFo(1—e)/r r#0

level forever CFy/r r>0

growing, CFj e’ CFy(1—e " 97T)/(r — g) r# g; CF T ifr =g
growing forever CFy/(r —g) r > g; divergesifg > r
any CF(t), moving rate r(t) fOT CF(t) P(t) dt, P from (5.3) —

Note: each row follows from (5.8) and the antiderivative of e~ ("~9) in Exhibit 3; the perpetuities are improper integrals
(Section 5). The growing perpetuity's condition r > g is the continuous counterpart of a condition in the Gordon growth
model (M. J. Gordon) of LM6: dividends must grow more slowly than the required return.

EXAMPLE 6
Monthly rent versus a continuous stream

A property pays NT$30,000 a month for 20 years. Discount at 2% a year, continuously compounded
(an illustrative rate). Value the rent (a) paid at the end of each month, (b) paid at the start of each
month, (c) paid in mid-month, and (d) modelled as a continuous stream of NT$360,000 a year.

SOLUTION
(d) By Exhibit 5, PV = 360,000 x (1 — e %4)/0.02 = 360,000 x 16.483998 = NT$5,934,239.

(a)-(c) are sums of 240 terms 30,000 e %%2% over the payment dates ¢;, geometric series that LM6
sums in closed form. Payment in arrears is worth NT$5,929,295, in advance NT$5,939,186 and in
mid-month NT$5,934,238.

Each discrete stream is a Riemann sum of the integral (5.8) with A¢ = 1/12. Payment in arrears is
the right-endpoint rule, in advance the left-endpoint rule and mid-month the midpoint rule. The
one-sided sums miss the integral by -NT$4,944 and +NT$4,947 (sum minus integral), about
+0.083% ~ £r At/2, the leading O(At) error. The mid-month stream falls short by less than NT$1
(NT$0.69), an O(At?) error.

A continuous stream approximates frequent payments well only if you know where the payments
sit. Rent paid in advance is worth 0.167% more than rent paid in arrears.

Duration of a stream

The present-value-weighted average date of a stream is its Macaulay duration,
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Sy tCE(t) e dt
JTCR(t)emdt

Dhae :=

For a level stream the numerator is CF, times Section 4's time-weighted integral, so

D _1-(1+rD)e™ 1 T
Mac = r(l—eT) —r T -1

AsT — 00, Dyae — 1/7: a perpetuity discounted at 2.5% has a duration of 40 years. Differentiating
PV(r) under the integral sign gives PV'(r) = — fOT t CF(t) e "dt, so —PV'(r)/PV(r) = Diac. This step is
permitted because the integrand and its derivative in r are continuous on [0, T'| (stated without proof).
Under continuous compounding, modified and Macaulay duration coincide; with annual compounding
they differ by the factor 1 4 y of LM2.

PITFALL Mixing compounding conventions

The formulas of Exhibit 5 need a continuously compounded rate. Convert an effective annual rate
first (LM1): an effective 2% is a continuously compounded r = In 1.02 = 1.9803%. Plugging 2%
straight in values Example 6's stream at NT$5,934,239 instead of NT$5,945,187. The NT$10,948
error exceeds the whole gap, about NT$9,900, between rent in advance and rent in arrears.

HIBMET | LFESENES

F—/\ERBER At I CF(t) At > HEREBIAETEREM » BUBRME [ CF(t)e " dt ° Rl
RE > BRANRNEESMEEERINREN | BIEMN (BY) ShkENE > B (Faf)
T E » SRERNE r At/2 ; BRARRRNE » SRERE O(AY%) » 20 FRHEEEAREIH
2% 17t - FEPEEURENEN TR - ZEEF TellFER —PV/(r)/PV > BT
EEFERMRALEFZEREER - REKEFTWHENENST r > ¢ > UERIE D WEHY
151 o

KNOWLEDGE CHECK 5

Compute the duration of the continuous stream in Example 6 (' = 20, r = 2%). Why is it below 10
years?

ANSWER

Dirac = 1/0.02 — 20/(e®* — 1) = 50 — 40.665 = 9.335 years. An undiscounted level stream
would have its average date at the midpoint, 10 years; discounting gives early payments more
weight and pulls the average forward.
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DENSITIES AND EXPECTATIONS

[ ] calculate probabilities and expectations as integrals of a density, and compare
a normal model's tail probabilities with the observed frequencies of 0050's
daily returns

A risk model assigns probabilities to ranges of returns. When a return can take any value in a range,
each single value has probability zero. Probability is then spread along the axis with a density, as
interest was spread along the time axis in Section 2: probabilities become areas, and averages become
integrals. This section defines only what the case needs; LM13 and LM14 build probability theory

properly.

pEFINITION Density, distribution function, expectation

A probability density is a function f > 0 with ffooo f(z)dz = 1. A quantity X has density f if
Prla< X <b) = fab f(z)dx for all a < b. Its distribution function is F(z) := Pr(X < z) =
ffoo f(t) dt, and a median of X is a value z with F'(z) = 1/2. For a function h with

[|h(z)| f(z) dz < oo, the expectation of h(X) is

E[h(X)] := / " hz) f(z) da. (5.9)

o0

In particular the mean is u = E[X] and the variance o2 = E[(X — p)?].

By the fundamental theorem, F’ = f wherever f is continuous: the density is the rate at which
probability accumulates. Definition (5.9) is the limit of the probability-weighted averages

> i h(zs) Pr(z;—1 < X < z;), which are Riemann sums. Linearity of the integral makes expectation
linear, E[nX + (] = nE[X] + . When the integral in (5.9) diverges, the expectation does not exist, as for
the heavy tails of Section 5.

The case's normal model is R ~ N (u, 02), with density ¢((z — p)/0) /o, mean p and variance o2
(Section 5). Fitting it to 0050 sets u = i = 0.0871% and o = s = 1.2385%, the sample mean and

Bracketing a normal tail by parts

Pr(R < —5%) = ®(—4.1074386) has no formula, but integration by parts brackets it. For w > 0 let
Q(w) :==1—®(w) = [ 7 ¢(t) dt, which equals &(—w) by symmetry. Write ¢(t) = 1 - t p(t) and apply (5.6)
withu = 1/tand h = —p(t), using (—¢)' = t¢:

Q=[BT [T o) 7ot

t2 w t2

The remaining integral is positive, so Q(w) < ¢(w)/w. The same step applied to that integral, with u =
1/, gives [ p(t)t 2dt = p(w) /w® — 3 [ p(t) t *dt < p(w)/w®. Together,
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¢(w) < 1 ) o(w)
—(1l-=)<1-9@ — > 0). 5.10
(1 @ <22 (w=>0) (5.10)
The two bounds differ by the relative amount 1/w?, so for large w the tail is ~ ¢(w)/w, with a relative
error below 1/w?. Gordon (1941) sharpened the lower bound to p(w)/(w + 1/w). The ratio Q(w)/p(w) is
called Mills' ratio. The normal tail shrinks like e /2 /w, so each extra standard deviation divides it by a
factor that itself keeps growing.

EXAMPLE 7
How often should a -5% day happen?

Use (5.10) to bracket Pr(R < —5%) under the case's normal model and compare the bracket with
the exact value. Convert the probability into an expected number of days in the sample and a
return period in years.

SOLUTION

From Example 3, Pr(R < —5%) = ®(—w) = Q(w) with w = 4.1074386. The density there is p(w) =
8.6578 x 1075, Dividing by w gives the upper bound 2.1078 x 10~%; multiplying that by 1 — 1/w? =
0.94073 gives the lower bound 1.9829 x 10~°. The exact value, computed in Section 8, is 2.0004 x
10°: the upper bound is 5.4% high and the lower bound 0.9% low.

Over n = 2,902 days the model expects 2,902 x 2.0004 x 10~° = 0.0581 days. At A = 243.1 trading
days a year it predicts one such day every 1/(243.1 x 2.0004 x 10~5) = 205.6 years. The data
contain 9, one every 1.33 years: 155 times the model's count. The integral is right; the density is
wrong.

Exhibit 6 repeats the comparison at every whole-percent threshold, and Exhibit 7 draws it on a
logarithmic axis.
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Exhibit 6: Days at or below a threshold: normal model versus 0050, November 2014 — October

2026

Threshold Normal Normal: Actual Actual =+ Student-t, v = 3:
K z Pr(R < k) expected days days expected expected days
-2% -1.685 4.6 x 1072 133.4 104 0.78 89.3
-3% -2.493 6.3 x 1073 18.4 37 2.01 33.2
-4% -3.300 4.8 x 1074 1.40 18 12.8 15.4
-5% -4.107 2.0 x 107° 0.058 9 155 8.3
-6% -4.915 4.4 x 1077 0.0013 3 2,327 4.9
-7% -5.722 53 x107° 1.5x 1079 3 2.0 x 10° 3.2
-8% -6.530 3.3 x 1071 9.6 x 108 2 2.1 x 107 2.2
-9% -7.337 1.1x1071 3.2x 10710 2 6.3 x 10° 1.5
-10% -8.145 1.9 x 10710 5.5x 10713 1 1.8 x 10" 1.1

Note: z = (k — 1) /s, and expected days are 2,902 x Pr(R < k); expected days and ratios use unrounded
probabilities. The Student-t column scales a t density with 3 degrees of freedom to the same mean and standard
deviation; v = 3 is chosen for illustration, not estimated. Source: as Exhibit 1.

Exhibit 7: Days with a return at or below x: normal model, Student-t and 0050 (log scale)

—— 0050 data (actual count) = Normal model (expected) -=- Student-t, v =3, same o (illustrative)

Days with R < x out of 2,902 (log scale)

1000 X=—-5%

100

10

0.1

0.01

0.001
-10.0% -8.0% -6.0% -4.0% -2.0%

Threshold x (daily total return)

Note: the normal curve leaves the chart at -6.06%, where it expects 0.001 days. Each step of the data line is one
actual day (two where two days had the same return). Source: as Exhibit 1.

Three features stand out. First, the gap grows explosively with the threshold: the data exceed the model
2.0 times at —3%, 12.8 times at —4% and 155 times at —-5%. At —-7% three actual days face an expectation
of 0.000015.
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Second, the model over-predicts moderate losses: 133 days at or below -2% against 104. With Example

3, this gives the data more mass near zero and in the far tails, and less in the shoulders. That is the

shape of high kurtosis (Section 5).

Third, a density with a power tail tracks the data. The Student-t with v = 3 and the same standard

deviation expects 89.3, 33.2, 15.4 and 8.3 days at —2% to —5%, against 104, 37, 18 and 9. Choosing v after
seeing the data is illustration, not estimation: LM15 fits tail models and LM20 estimates v.

Tail-probability explorer: model area versus 0050 data

— 0050 daily returns (histogram)

— Normal density, fitted

Density, probability per 1 pp of return (log scale)

1

k=-5.0%
0.1
0.01

0.001 —|J_
0.0001

0.00001 /

-10.0% -5.0% 0.0%

Standardized threshold z
-4.107

0050: actual days
9

0050: one such day every

1.33 years

Daily total return

Model Pr(R < k): shaded area

2.00x10°°

Actual + expected

155x

INTERACTIVE

5.0% 10.0%

Model: expected days of 2,902
0.0581

Model: one such day every

206 years

Bars: histogram of 0050's 2,902 daily total returns (2014-11-03 to 2026-10-08), in 0.5-point bins, scaled so that

their total area is 1. Curve: the model density with the same mean and standard deviation. Shaded: the area left

of k, which is the probability of a day at or below k. On the log axis an empty bin drops to the floor.

EXAMPLE 8

The average day beyond -5%

Derive the normal model's mean return on days at or below a threshold x, E[R | R < k] :=
ffoo z f(z)dz /Pr(R < k), and evaluate it at k = —5% for 0050. Compare it with the nine actual

days.
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SOLUTION

Substitute = p + ou (Section 4), with z = (k — p)/o: [z f(z)de = [ (1 + ou) p(u) du =
p®(z) + o [ uep(u)du. Section 4's antiderivative [ u¢(u) du = —¢(u) makes the last integral
—p(z), since ¢ vanishes at —oco. Dividing by ®(z):

E[R|R <k =p—ol. (5.11)

At z = —4.1074386, ¢(2)/®(z) = 4.328, close tow + 1/w = 4.3509 at w = —z, as (5.10) suggests. So
E[R| R < —5%] = 0.0871% — 1.2385% x 4.328 = —5.27%.

The nine actual days averaged -6.54%. The normal model misses both how often the tail is
reached and how deep the market goes once it is there. The quantity (5.11) is the normal model's
conditional tail mean; with « set at the value-at-risk level, its negative is the expected shortfall of

EXAMPLE 9
Mean and median of a lognormal growth factor

Suppose the annual log growth X = In G is normal with mean ux and variance 0%, so that the
growth factor G = e¥ is lognormal. Show that E[G] = ef*+ 7%/2 and that the median of G is et~.
Evaluate both with 0050's annualized daily log-return moments, ux = 19.31% and ox = 19.30%.
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SOLUTION

By (5.9), E[G] = [ e" ¢((& — px)/ox)/ox dx. Complete the square in the exponent:

2
(2 — px)’ o (2= (ux+9})
o 2 20%
The integrand is therefore e#x7%/2 times the normal density with mean px + 0% and variance 0%,
whose integral is 1:

E[G] = E[eX] = etxtox/2, (5.12)

For the median: e is increasing, so Pr(G < e#*) = Pr(X < px) = 1/2, and the median of G is e**.

Annualizing the daily log-return mean and variance with A = 243.1 gives puy = 0.19308 and 0% =
0.037265. The median is then %1908 = 1.2130, or +21.30%, and the mean e0-19308+0.018632 _ 1 9358 or
+23.58%. The median matches 0050's realized compound growth of 21.30% a year, because the
mean daily log return times A is the annualized log growth (LM1). The mean exceeds the median
by 2.28 points.

In LM3 the volatility drag R ~ R — s?/2 was a second-order approximation; for a lognormal the

2 . . . . . .
factor e”x/2 between mean and median is exact. The annualization assumes independent daily

geometric Brownian motion.

PITFALL “Sigma” is a statement about a model

“A 4-sigma day” means a probability of ®(—4) = 3.2 x 10~° only under a normal model: about
once in 130 years of 243.1 trading days. In August 2007 Goldman Sachs's finance chief said: “We
were seeing things that were 25-standard deviation moves, several days in a row” (Financial Times,
13 August 2007; quoted by Dowd et al. 2008). Under normality a 25-sigma day has a probability of
about 3 x 107138, When an “impossible” day recurs, the lesson is that the model's tail is wrong, not
that the market was unlucky.

PITFALL Raising o does not fix the tail

To make the normal model expect 9 days at or below —5%, ¢ must rise to 1.859% a day, 29.0% a
year. The same model then expects 379 days at or below —2% (actual 104) and 140 at or below —3%
(actual 37). A one-parameter fix moves the whole bell; the data need a different shape. Part of that
shape comes from volatility that changes over time (LM26): two of the nine days fell in early 2020,
and three in under four months of 2024.
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KNOWLEDGE CHECK 6

In Example 2, o rose 10% to 1.3624%. How many days at or below -5% would that normal model
expect in 2,902 days? Does the change close the gap?

ANSWER

z = —4.1074386/1.1 = —3.73404 and ®(z) = 9.422 x 1075, 50 2,902 x 9.422 x 10~° = 0.27 days:
4.7 times more than before, but still 33 times short of the 9 observed days. The fragility of
Example 2 is real, yet no plausible error in o explains the data.

n NUMERICAL INTEGRATION

[ ] implement the trapezoidal and Simpson rules, state their error orders, and
verify them numerically and with scipy.integrate

Liouville's theorem rules out a formula for ®, and integrands defined by data or by other models rarely
have one either. A numerical rule replaces the integral by a weighted sum of function values. Its quality
lies in its error order: how fast the error falls as the grid is refined.

Three rules
On N panels of width Az = (b — a)/N, with f; = f(a + i Ax):

e Midpoint: My = Az Zfil f(m;), the height at each panel's midpoint m; = a + (i — %)Am.

e Trapezoid: Ty = Aw(%fo + A+ -+ fva+ %fN) = %(LN + Ry ), the area under each panel's
chord.

o Simpson (N even): Sy = 42 (fy +4f1 +2fo +4f3+ -+ 2fy 2+ 4fy_1 + fn), a parabola through
each pair of panels.
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Error orders from Taylor expansions

Take one panel with midpoint m, from m — Az /2 tom + Az/2, and expand f about m (LM3): f(z) =
f(m) + f'(m)(z — m) + 1 f"(m)(z — m)* + : f"'(m)(z — m)® + O((z — m)*). Integrating over the panel,
the odd powers of x — m cancel:

m+Ax/2 AII}3
[ 1= Befm)+ Spm) + O(ac").
m—Az/2

The midpoint rule takes Az f(m), so its panel error, exact minus rule, is —|—A2—ff”(m) + O(Az®). The
trapezoid rule takes 42 [f(m — 42) + f(m + 42)] = Az f(m) + 22 "(m) + O(Az®), so its panel error is
—Al—’gsf”(m) + O(Az®). Summed over the N panels, Y. Az f”(m;) is a midpoint sum for fab ' =rf'() —
f'(a), so for f with continuous derivatives up to order four on [a, b]

b w2 b .’D2
[i-mx-T5lre-r@). [ i-mvesSEre-r@)l 6

with neglected terms of order Az*. Both rules are O(Axz?): halving Az divides the error by 4. For f with
a continuous second derivative on [a, b], the exact statement fab f—Tn = —(b—a)Az?f"(£)/12 for some
€ € (a,b) is stated without proof (Burden, Faires and Burden 2016, chapter 4).

The two errors in (5.13) have opposite signs and a 2 : 1 ratio, so (2Mxy + Ti)/3 cancels the Az? term.
That combination is Simpson's rule on the 2N half-panels: since Toy = (Ty + My)/2, Son = (2My +
Tn)/3 = (4Ton — Tn)/3. Removing a known leading error term in this way is called Richardson
extrapolation. What remains is fourth order: for f with a continuous fourth derivative on [a, ],

b
/ f—8y= —% @) for some ¢ € (a,b), (5.14)

stated without proof (Burden, Faires and Burden 2016); the Deep Dive derives its leading term.
Simpson's rule is therefore O(Az*): halving Az divides the error by 16, and the rule is exact for cubic

polynomials. Orders bound the worst case. Over the whole real line the trapezoid rule for e /2
overshoots by only 1.3 x 1078 at Az = 1, because all its endpoint derivatives vanish at 4-oc.
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DEEP DIVE The leading errorterm of Simpson's rule optional - click to expand

Take a double panel [m — Az, m + Az| and expand f about its midpoint m to fourth order.
Integrating over the double panel kills the odd powers of z — m:

m+Ax 3 5
[ =20 pm) + S5 m) + T2 O m) +0(aa).

m—Ax
Simpson's rule on this double panel is 42 [f(m — Az) + 4f(m) + f(m + Az)]. Since f(m — Az) +
f(m+ Az) = 2f(m) + Az?f"(m) + Al—ff(“)(m) + O(AzY), it equals

3 5
24 f(m) + S () + S O (m) + O(Aa).

The Az and Az® terms agree, which is why the rule is exact for cubics. The difference, exact
minus rule, is Az® f® (m) (1/60 — 1/36) = —Az® f*(m)/90. Summing over the (b — a)/(2Az)
double panels, with midpoints m;, gives —% > ;20 fO(m;) ~ - %f(“)({), the leading
term of (5.14). &

EXAMPLE 10
Trapezoid versus Simpson on the -5% tail

Compute ®(z) = [*_ ¢(t) dt numerically for the case's z = —4.1074386. Truncate the lower limit at
-12 and bound the truncation error with (5.10). Then apply the trapezoid and Simpson rules with
N = 8,16, ...,1,024 panels and measure the error ratios.

SOLUTION

By (5.10) the part below -12is Q(12) < ¢(12)/12 = 1.79 x 10-33; its actual value, 1.78 x 10733, is
negligible. Exhibit 8 lists the errors against the exact value 2.000355 x 10~°.

The scale on which ¢ changes near —4.1 is about 1/4.1 = 0.24. Once Az is small against it, the
trapezoid ratios settle at 4.00 and Simpson's at 16.0: the O(Az?) and O(Aac4) of (5.13) and (5.14). At
N = 256, Az = 7.8925614/256 = 0.03083. With ¢'(t) = —t ¢(t) and ¢'(—12) = 12¢(12) = 2.6 X
1073, (5.13) predicts Thss — ®(2) ~ +52[ — 2 (2)] = LBBE » 35561 x 10* = 2.817 x 1078 (rule
minus exact, as in Exhibit 8), against 2.816 x 10~8 observed.

With 256 panels the trapezoid rule is still 0.14% high, while Simpson's rule is within a relative
1.2 x 107%. On coarse grids neither order is visible: with 16 panels the trapezoid rule is 34% high.
As a check on Richardson extrapolation, (4Ts4 — T32)/3 = 2.0009784 x 1075 = Sg.
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Exhibit 8: Trapezoid and Simpson errors on the normal tail integral

Panels N Width Az Trapezoid error Ratio Simpson error Ratio
8 0.9866 +2.36 x 1075 — +9.69 x 106 —

16 0.4933 +6.83 x 1075 3.46 +1.23 x 1076 7.88

32 0.2466 +1.78 x 106 3.84 +9.47 x 1078 12.99

64 0.1233 +4.49 x 1077 3.96 +6.23 x 1079 15.19

128 0.0617 +1.13 x 1077 3.99 +3.94 x 10710 15.80

256 0.0308 +2.82 x 1078 4.00 +2.47 x 1071 15.95

512 0.0154 +7.04 x 107° 4.00 +1.55 x 10712 15.99
1,024 0.0077 +1.76 x 107° 4.00 +9.67 x 1071 16.00

Note: rule minus exact for le2 o(t) dt with z = —4.1074386; exact value 2.000355 x 10~°. Ratio is the previous error
divided by the current one, computed before rounding.

Adaptive quadrature

Production code adapts the grid to the integrand. scipy.integrate.quad uses the QUADPACK
algorithms (Piessens et al. 1983). On a finite interval it applies a 21-point Gauss-Kronrod rule within
subintervals and subdivides adaptively; an infinite range is first mapped onto a finite interval (SciPy
documentation). With the case's unrounded z, quad(phi, -inf, z) returns 2.000355 x 10~° with an
error estimate of 2.2 x 10!, within a relative 7 x 10~!! of the value obtained from the complementary
error function.

PITFALL Errororders are asymptotic

At N = 16 the observed ratios in Exhibit 8 are 3.46 and 7.88, not 4 and 16. The orders describe the
limit Az — 0, and they appear only once the grid resolves the integrand. Always check by halving
Az: the ratio of successive errors estimates the order and the size of the remaining error, and
without an exact value successive differences do the same. A tail integral on a coarse grid can be
wrong by a third without any warning.
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KNOWLEDGE CHECK 7

Simpson's rule with N = 8 has an error of 3.2 x 10 % on a smooth integrand, and the grid is
already in the asymptotic regime. Estimate the error with N = 32, and the number of panels
needed for an error of 10710,

ANSWER

Two halvings divide the error by 162 = 256: about 1.25 x 10~® at N = 32. Reaching 10 *°
needs a further factor of 125, so (N /32)* = 125 and N = 32 x 125'/* = 107.0; take N = 108,
since Simpson's rule needs an even number of panels.

n INTEGRATION IN PYTHON

[ ] implement the trapezoidal and Simpson rules, state their error orders, and
verify them numerically and with scipy.integrate

Three habits make numerical integrals trustworthy. Compute a known case alongside the unknown

one, halve the step and watch the ratio, and keep data and model in separate, testable functions. quad

also integrates (5.8) directly when CF(¢) or r(¢) has no closed form; the lab values Example 6's stream

that way.
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PYTHON

import math
import numpy as np
from scipy import integrate, special

def trapezoid(f, a, b, N): # N panels; error 0(dx"2), eq. (5.13)
x = np.linspace(a, b, N+ 1); y = £f(x); dx = (b - a) / N
return dx * (y.sum() - 0.5 % (y[0] + y[-1]))

def simpson(f, a, b, N): # N even; error 0(dx"4), eq. (5.14)
X = np.linspace(a, b, N + 1); vy = £f(x); dx = (b - a) / N
return dx / 3 * (y[0] + y[-1] + 4 * y[1:-1:2].sum() + 2 % y[2:-1:2].sum())

phi = lambda t: np.exp(-0.5 * t = t) / math.sqrt(2 * math.pi)
z = -4.1074386 # (kappa - mu_hat) / s at -5%
exact = 0.5 * special.erfc(-z / math.sqrt(2)) # Phi(z) = 2.000355e-05
for N in (64, 128, 256):

print(N, f"{trapezoid(phi, -12, z, N) - exact:.2et",

f"$simpson(phi, -12, z, N) - exact:.2et")

# 64 4.49e-07 6.23e-09 / 128 1.13e-07 3.94e-10 / 256 2.82e-08 2.47e-11
print("%.6e %.1e" % integrate.quad(phi, -np.inf, z)) # 2.000355e-05 2.2e-10

The data side takes a few lines of Polars, run in labs/LM05_lab . The fitted normal and the count of
actual days come from the same series, so Exhibit 6 cannot drift out of sync.

PYTHON

import polars as pl
from scipy import stats
pX pl.read_csv("data/0050_daily_raw.csv")
dv pl.read_csv("data/0050_dividends.csv").select("date", D="cash_dividend")
days = pl.read_csv("data/00631L_daily_raw.csv").select("date")
c, d = pl.col("close"), pl.col("D").fill_null(0.0)
split = pl.when(pl.col("date") == pl.1it("2025-06-18")).then(4.0).otherwise(1.0)
ret = (px.join(days, on="date", how="semi").join(dv, on="date", how="left")
.sort("date") .with_columns(R=(c + d) / (c.shift(1) / split) - 1)
.drop_nulls("R"))
mu, s, n = ret["R"].mean(), ret["R"].std(ddof=0), ret.height # n = 2,902
for kappa in (-0.03, -0.04, -0.05):
model = n x stats.norm.cdf((kappa - mu) / s)
# Two-decimal prices make 1imit moves and round returns exact ties.
hits = ret.filter(pl.col("R") <= kappa + 1le-12).height # float guard
print(£f"{kappa:+.0%}% normal {model:.3f} actual {hitsi")
# -3% normal 18.400 actual 37 / -4% normal 1.403 actual 18
# -5% normal 0.058 actual 9
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IN PYTHON Companion lab

The notebook LMO5_lab.ipynb rebuilds the module's computations from the verified FinMind
price files. It measures the error orders of Riemann, trapezoid and Simpson sums (Example 1,
Exhibit 8). It fits the normal model against 0050's tails (Exhibit 1, Exhibit 6, Exhibit 7), computes
the tail means, the lognormal mean and the rent of Example 6, and solves the computational
practice problems. It is Polars-first and checks 115 printed numbers.

The notebook reads FinMind files that you download once with your own token. From the
repository root, run uv run python data/fetch_finmind.py,then uv run python
data/make_lab_data.py . FinMind's licence does not allow the book to redistribute the data. After
that, the notebook runs offline.

SUMMARY

e A definite integral (5.1) is the limit of Riemann sums: accumulated rate times width, or signed area.
For monotone integrands the left and right sums err by at most A¢|f(b) — f(a)|; the midpoint sum's
error is O(At?).

e The fundamental theorem of calculus (5.2) evaluates integrals with antiderivatives and gives
4 [* f = f(z). Money at a moving rate grows by exp (fUT r). Because &' = ¢, 0050's 5% tail
probability moves about 18% per 1% change in .

e Substitution (5.4) reduces every normal probability to ® through z = (k — p)/0o; integration by parts
(5.6) handles t e ", recovers a yield curve from its forward curve, and brackets the normal tail
(5.10).

e Improper integrals are limits. [~ 2 #dz converges only for 8 > 1; [ e~ /2dz = /27 (5.7). A power
tail of index a keeps only the moments below order a. With a ~ 3 kurtosis is infinite, and its sample
estimate never settles.

e A continuous stream is worth fOT CF(t)e "dt (5.8). Payments in arrears, in advance and mid-period
are right, left and midpoint Riemann sums of that integral. Under continuous compounding,
duration equals —PV'/PV.

e Probabilities and expectations are integrals of a density (5.9). For 0050 the fitted normal gives
Pr(R < —5%) = 2.0 x 107%, 0.058 expected days against 9 actual, and a tail mean of -5.27% against
-6.54%. The lognormal mean is exactly e*¥ +0% /2 (5.12).

e The trapezoid and midpoint rules are O(Az?), Simpson's rule O(Az?) (5.13-5.14). Halving the step
and checking the error ratio is the practical test; adaptive quadrature in scipy.integrate.quad
handles infinite ranges.

PRACTICE PROBLEMS

1. The present value of a continuous stream paying 1 a year for 10 years, discounted at a
continuously compounded 3%, is closest to:
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A. 8.51
B. 8.64
C. 10.00

2. Compute the left and right sums L4 and Ry for fol e dzx, the exact value and both errors (sum
minus exact). Check the bound Az [f(b) — f(a)], and compare the average of Ls and R4 with
(5.13).

3. d [T .
T i e’ dtequals:

A. 2z e

4. Use asubstitution to evaluate fol ze ' /2dx and f0°° ze /2 dp.

5. Show that the Macaulay duration of a continuous perpetuity discounted at r is 1/r, and evaluate it
atr = 2.5%.

6. Which integral converges?
A [Fadx
B. fol %% dx
Cc. [Tz 3de

7.  Aloss multiple X > 1 has the Pareto density 2.5 z~35. Compute E[X], E[X?] and Var(X), and state
which higher moments are infinite.

8. A model treats daily returns as normal with u = 0.05% and o = 1.5%. Use (5.10) to bracket
Pr(R < —6%) and compare the bracket with the exact value. Then use the exact value to compute
the expected number of such days per year (243.1 trading days) and the return period in years.

9. Under a normal model, the probability of a day at least four standard deviations below the mean
is closest to:

A. 0.0032%
B. 0.0063%
C. 5.9%

10. A continuous cash flow starts at 1 a year and grows at g = 3%; discount at r = 5%, both
continuously compounded. Compute its 30-year present value, the value of the same stream
forever, and the share of the perpetuity's value received in the first 30 years.
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11. Approximate fol e~ /2 dg with Ts, Ty and Sy, and report the errors (rule minus exact) against the
exact value v/2m (®(1) — 1) = 0.8556244. Show that Sy = (4T, — T»)/3.

12. For a smooth integrand in the asymptotic regime, halving the panel width of Simpson's rule
divides its error by a factor closest to:
A. 4
B. 8
C. 16

13. Annual log growth In G is normal with mean 8% and standard deviation 20%. Compute the mean
and the median of the growth factor G, and Pr(G < 1).

14, Use(5.11)tofind E[Z | Z < —2] for a standard normal Z.

15. (Python) With the lab data, count 0050's days with R > +5%, list their dates, and compare the
count with the normal model's expectation.

16. (Python) Keeping fi, find the o for which the normal model expects exactly 9 days at or below —5%.
How many days at or below —2% and —3% does that model then expect?

SOLUTIONS

1.

6.

Bis correct. (1 — e *3)/0.03 = 8.6394. A, 8.5104, pays 1 at each year-end and discounts at the same
continuous rate. It is the right-endpoint Riemann sum of the stream, low by about r At/2 with At =
1. Cignores discounting.

. With Az = 0.25: Ly = 1.512437 (error, sum minus exact, —0.205845), R4 = 1.942007 (error

+0.223725), exact e — 1 = 1.718282. Both errors are below Az (e — 1) = 0.429570 in size. The average
T, = 1.727222 errs by 4+0.008940, close to the overshoot that (5.13) predicts: fol etde — Ty ~

—Al—f [f'(1) = £/(0)] = —2082% x 1.718282 = —0.008949. Averaging the one-sided sums turns an
O(Az) error into an O(Az?) one.

. Ais correct. By part 1 of the theorem and the chain rule, the derivative is e ) .2z =2ze . B

forgets the chain rule; C substitutes the wrong argument.

. Withu = —z2/2: fol ze ™ 2dy = [- 6712/2](1) =1 — e 1/2 = 0.3935. As the upper limit grows, e */2 —

0,50 [* e/ 2dz = 1.

. Letting T — oo in Section 4's result gives [~ te "'dt = 1/r?, and the perpetuity's value is

fooo e "dt = 1/r. Hence Dyae = (1/7%)/(1/r) = 1/r: 40 years at 2.5%.

C s correct. By the power test, [° z~%2dz = 1/(3/2 — 1) = 2. Ahas 8 = 1/2 < 1 atinfinity; B has
B = 3/2 > 1 near zero. Both diverge.
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10.

11.

12.

13.

14.

15.

16.

. With o = 2.5: E[X] = 2.5/1.5 = 5/3 = 1.6667, E[X2] = 2.5/0.5 = 5 and Var(X) = 5 — 25/9 = 2.2222.

Moments of order k > 2.5 are infinite, so the third moment, skewness (its standardized form, LM19)

and kurtosis do not exist.

.z = (—0.06 — 0.0005)/0.015 = —4.03333 and w = 4.03333. Then ¢(w) = 1.1706 x 104, the upper

bound is p(w)/w = 2.9023 x 10~° and the lower bound 2.7239 x 10~°. The exact value, 2.7496 x 10>,
lies inside: the upper bound is 5.6% high and the lower bound 0.9% low. Per year the model expects
243.1 x 2.7496 x 10~° = 0.00668 days, one every 150 years.

. Ais correct: ®(—4) = 3.17 x 10° = 0.0032%. B is the two-sided probability of a move of four

standard deviations in either direction. C is the one-sided Chebyshev (Cantelli) bound 1/(1 + 42) of
LM14, which holds for every distribution with a finite variance and is far larger.

PV = (1 — ¢ %92%30) /0.02 = 22.5594; forever, 1/(0.05 — 0.03) = 50.0. The first 30 years deliver 1 —
e 00 = 45.1% of the perpetuity's value; LM6 finds almost the same share, 45%, for a discrete
perpetuity at a 2% discount rate.

The integrand values are 1, 0.9692332, 0.8824969, 0.7548396 and 0.6065307 at z = 0,0.25,0.5,0.75, 1.
T, = 0.8428811 (error, rule minus exact, —0.0127433), T, = 0.8524588 (error —0.0031656, a ratio of
4.03) and Sy = 0.8556513 (error +0.0000269). Simpson's weights % (1,4,2,4,1) with Az = 0.25 equal
3 times the T weights Az(3,1,1,1, 1) minus § times the T weights 0.5 (3,0, 1,0, 3), s0 Sy = (4T3 —
T»)/3 identically.

C is correct. By (5.14) the error is proportional to Az*, and 2* = 16. A is the trapezoid and midpoint
factor.

Mean 0-08+0:02 — 010 — 1.1052; median €*% = 1.0833; Pr(G < 1) = Pr(InG < 0) = ®(—0.08/0.20) =
®(—0.4) = 0.3446.

Withpy=0,0 =1landz = —2, (5.11) gives E[Z | Z < —2] = —(2)/®(—2) = —0.05399/0.02275 =
—2.3732. The large-w approximation p(w)/Q(w) ~ w + 1/w = 2.5 overstates the depth by 5%: atw =
2 the bracket (5.10) is still wide, since 1/w? = 0.25.

Six days: 2020-03-20 (+7.95%), 2022-11-11 (+5.31%), 2024-08-06 (+5.51%), 2025-04-10 (+9.99%), 2026-04-
08 (+5.18%) and 2026-07-31 (+10.00%). The normal model expects 2,902 x ®(—3.9668) = 0.106 days,
so the data hold 57 times as many. The normal model fails in the upper tail too.

The model needs ®((—0.05 — &) /o) = 9/2,902, so (—0.05 — ) /o = —2.7369 and ¢ =
0.050871/2.7369 = 1.8587%. It then expects 379 days at or below —2% against 104 actual, and 140 at or
below —3% against 37.
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GLOSSARY

Term iz Meaning

Riemann sum ZER] > f(&) At; over a partition; its limit is
the integral, (5.1).

Definite integral - Limit of Riemann sums; accumulated
change or signed area.

Antiderivative &I RAEY A function F with F' = f.

Fundamental theorem of calculus H{iEDEAKEIE 4 [*f=f(z)and f; f=F(b) — F(a),
(5.2).

Substitution BHEUEA The chain rule read backwards, (5.4).

Integration by parts DERFED The product rule read backwards, (5.6).

Improper integral BfED (BExETES) Alimit of integrals, for an unbounded

Gaussian integral

Tail index

Kurtosis

Continuous annuity

Duration

Probability density

Distribution function
Expectation
Mills' ratio

Conditional tail mean

Lognormal
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interval or integrand.

[ e 2dg = /27, (5.7).

e
—00

[0}

a in a power tail 2 % !; moments exist

below order a.

E[(X — p)%]/o*: 3 for the normal, infinite
if 2 < a < 4 (undefined if a < 2); excess
kurtosis (HE#HIERE) subtracts 3.

Level stream; present value CF(1 —
e /r.

Present-value-weighted average date;
—PV'/PV under continuous
compounding.

f > 0 with total area 1; probabilities are
areas under it.

F(e) = Pr(X <a) = [*_f; F' = f.
E[h(X)] = [ h(z) f(z) dz, (5.9).
(1 — ®(w))/p(w); bounds in (5.10).

E[R | R < k], (5.11); with k at the value-
at-risk level, minus the expected
shortfall (FAHAKEHR) of LM37.

2
G = €%, X normal; mean e*x t9x/2,
median e#¥, (5.12).
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Term Az Meaning

Trapezoidal rule Az Chords on each panel; error O(Az?),
(5.13).
Simpson's rule FIRE Parabolas through panel pairs; error

O(Az?), (5.14).

Richardson extrapolation IEERIMG Combining two step sizes to cancel a

known leading error term.

Adaptive quadrature BHEESHERED Refining the grid where the estimated

error is largest.
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